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ABSTRACT

Liquid chromatography coupled to mass spectrometry (LC-MS) has become a major tool
for the study of biological processes. High-throughput LC-MS experiments are frequently
conducted in modern laboratories, generating an enormous amount of data per day. A
manual inspection is therefore no longer a feasible task. Consequently, there is a need
for computational tools that can rapidly provide information about mass, elution time,
and abundance of the compounds in a LC-MS sample. We present an algorithm for the
detection and quanti cation of peptides in LC-MS data. Our approach is exible and
independent of the MS technology in use. It is based on a combination of the sweep line
paradigm with a novel wavelet function tailored to detect isotopic patterns of peptides. We
propose a simple voting schema to use the redundant information in consecutive scans for
an accurate determination of monoisotopic masses and charge states. By explicitly modeling
the instrument inaccuracy, we are also able to cope with data sets of different quality and
resolution. We evaluate our technique on data from different instruments and show that
we can rapidly estimate mass, centroid of retention time, and abundance of peptides in
a sound algorithmic framework. Finally, we compare the performance of our method to
several other techniques on three data sets of varying complexity.

Key words: computational mass spectrometry, liquid chromatography mass spectrometry, quan-

ti cation, wavelets.

1. INTRODUCTION

THE APPLICATION OF MASS SPECTROMETRY to study protein abundances in complex samples has
gained much attention in recent years and has rapidly become a mature science (MacCoss and
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Matthews, 2005; Mann and Aebersold, 2003; Ong and Mann, 2005). The complexity of the sample is
usually reduced in a series of separation steps. In order to simplify the separation, whole proteins often rst
undergo an enzymatic digestion. The resulting mixture of peptides and other compounds is transferred into
a chromatographic column. The retention period of the individual components in the mixture depends on
their interaction with the column material, and consequently, different peptides are likely to elute at different
retention times. The separated substance zones are continuously transferred into a mass spectrometer, where
they are ionized and separated by their mass/charge ratio. This coupling of a chromatographic column to
a mass spectrometer is called liquid chromatography mass spectrometry (LC-MS).

The data obtained from an LC-MS experiment consists of a sequence of spectra (or scans). Each scan
gives a snapshot of the peptides eluting from the column during a xed interval. It consists of a series of
data points, each described by m/z and ion count (intensity). The set of scans from one LC-MS sample
constitutes what we will call an LC-MS data set or LC-MS map.

The atoms contained in a peptide exist in different isotopic variants which occur in a fairly constant
distribution in nature. This gives rise to a characteristic pattern of adjacent peaks in the mass spectrum. It is
well-known that this isotopic peak intensity distribution for a peptide of a given mass can be approximated
by so-called averagines (Senko et al., 1995). The averagine represents an average amino acid. Its atomic
composition is commonly estimated by averaging the composition of many protein sequences.

A peptide in an LC-MS map is not only characterized by its mass and isotopic distribution but also by its
behavior in the chromatographic column. It elutes over a certain interval of time from the column and can
be observed in several consecutive scans. Ideally, the elution pro le should follow a normal distribution
around its centroid, but fronting and tailing effects are frequently observed in practice (Di Marco and
Bombi, 2001), so one has to consider asymmetric shapes as well.

Of course, LC-MS based proteomics is a relatively new technology, and the computational quanti cation
of peptides and their modi cations from LC-MS data has just started to emerge as a research eld for
the bioinformatics community. Nowadays, many data sets that are publicly available to the bioinformatics
community are still of moderate quality. That is, instrument resolution and mass accuracy are often poor and
this severely hampers a computational analysis. Figure 1 shows two spectra of different mass resolutions.
While low resolution mass spectrometers are still the working horses in many laboratories, the capabilities
of analytical instruments are evolving at a rapid pace, and new high mass resolution instruments are
becoming more and more common. It is therefore important to develop algorithms that are independent of
data quality but also instrument type. Our approach can be used for a wide range of mass resolutions.

1.1. Peptide quanti cation problem

A central goal in functional proteomics is to globally detect changes in protein and peptide abundances
in biological systems, providing a snapshot of the protein expression of a cell as it responds to biological
perturbations such as diseases or drug treatment. To accurately estimate the abundances of all peptide
constituents in an LC-MS map, we need to rapidly detect potential isotopic patterns and, for each data
point in their vicinity, decide whether it is caused by this particular peptide ion or not. The abundance
of the peptide is subsequently estimated by summing the intensities of all data points caused by it and
thereby approximating the intensity (total ion count) of the signal.

The peptide quanti cation problem can also be seen as a data reduction problem. An LC-MS map
generated by a microTOF instrument can easily reach a le size of several gigabytes whereas the peptide
lists are only a few kilobytes large. More complex analyses (such as the search for post-translational
modi cation or mass labels) can be easily be performed on the reduced data set. From a computational
point of view, they can be conducted, for example, by using range queries on the feature coordinates.

Currently there are two prevailing experimental techniques for the quantitative comparison of two or more
samples based on the signal intensities in LC-MS. The rst one relies on chemical or mass tag labeling.
Peptides in two different samples are covalently modi ed by adducts which are chemically similar but have
a known, observable difference in mass. The samples are subsequently proteolysed and mixed. Relative
changes in abundances can be determined from the ratios of ion counts of the differentially labeled peptide
pairs. Commonly used tags are isotope-coded af nity tag (ICAT) (Shiio and Aebersold, 2006) or stable
isotope labeling with amino acids in cell culture (SILAC) (Ong et al., 2002). Both methods are frequently
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FIG. 1. Mass spectra of low (left) and high (right) resolution. Single isotopic peaks can easily be distinguished in
the right spectrum, whereas the left spectrum merely shows a single skewed peak shape and virtually no resolved
isotopic pattern.

used in quantitative comparisons, but they share the disadvantage of a laborious experimental procedure
and high costs.

The second procedure is called label-free quanti cation. This approach does not rely on any chemical
modi cations but directly compares the peptide signals from different samples (Wang et al., 2003). To
achieve this, one has to correct systematic differences in retention time between the LC-MS measurements.
A number of algorithms have been established to solve this time warping or alignment problem (Prakash
et al., 2006; Lange et al., 2007; Prince and Marcotte, 2006).

Both labeled and unlabeled quanti cations rely on a detection of the peptide signals and estimation of
their area as a rst step. From a computational perspective, they differ only in the place where we have
to search for the partner of a given peptide ion: either in the same LC-MS map or, after alignment, in a
second map.

Due to the physicochemical limitations of the available laboratory methods, LC-MS based proteomics
usually deals with mixtures of peptides rather than intact proteins. The inference of the corresponding
protein abundances is a different and additional computational step (Xue et al., 2006).

1.2. Previous work

There are several algorithms for the analysis of mass spectra and for the detection of potentially
interesting features in them. Some algorithms require highly resolved spectra and only few make use of
the additional information offered by the previous chromatographic separation. One also has to distinguish
between algorithms that search merely for pronounced signals (often called feature detection algorithms)
and methods that explicitly search for peptides. In the following, we will use the term feature, if we refer
to a signal in the LC-MS map without any assumptions about what caused it. We will only call such a
feature peptide, if we want to emphasize our belief that this signal is actually caused by a peptide.
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As mentioned above, it is straightforward to model the peak intensity pattern caused by a peptide in
a mass spectrum based on the notion of an amino acid of averaged composition (Senko et al., 1995).
The time-consuming step is to determine the goodness of t of every subinterval in the LC-MS map with
respect to some peptide model or template, and to avoid the extraction of false positive peptide signals
which may pass insuf cient quality criteria by chance.

Many algorithms start by selecting prominent data points, also called seeds, in the LC-MS map. These
seeds serve as a list of peptide candidates which are further re ned using an averagine model. There are
several criteria for the task of seed selection such as taking the ion count of each peak into consideration
(Gr pletal., 2005) or using the Marr wavelet transform to Iter for peak-like signals (Bellew et al., 2006).
It is also possible to perform a segmentation of the LC-MS map based on image processing methods
(Leptos et al., 2006; Smith et al., 2006), but this involves resampling and smoothing operations which
decrease the resolution of the data.

All these approaches result in a set of potentially interesting signals in the LC-MS map which are likely
to be caused by a peptide. In a next step, these seeds are ltered for false positives. The correlation of
the peak intensities in the neighborhood of each seed to some theoretical averagine model is determined.
Signals with poor correspondence to the theoretical predictions are discarded. The charge of the peptide
can be determined using signal-transformation methods (Zhang and Marshall, 1998) or by incorporating
the charge into the peak intensity model (Bellew et al., 2006; Leptos et al., 2006).

A typical proteomic sample consists of several thousand peptides and clinical studies often consist of
hundreds of samples. It is therefore desirable to detect and quantify all peptides in a sample as quickly
as possible. In particular, the matching of the extracted regions to an averagine model takes considerable
time and sometimes even requires a manual validation of the spectra. An ef cient algorithm that is suitable
for real-word applications should thus aim for few candidate signals and therefore few tting attempts.
Nevertheless, if seeds or regions in the map are chosen based on their intensity alone, we will obtain a lot
of false positives, many of which will simply be caused by chemical noise or contaminants of the sample.
This in turn results in many unnecessary tting attempts, a slow quanti cation, and more false positive
peptide signals.

1.3. Our contribution

The key idea of our approach is that we know what we are looking for in an LC-MS sample (i.e.,
peptides), and that we know how to model their distinctive patterns in a mass spectrum, hence there is no
need for a global segmentation based solely on peak intensity. It makes more sense to rely on a model-based
approach and to use our knowledge about the isotopic pattern of an average peptide.

In Schulz-Trieglaff et al. (2007), we have shown that we can accurately and quickly quantify even
low abundance peptides using a mother wavelet that mimics the distribution of isotopic peak intensities.
Peptide signals occurring in adjacent scans are joined using a sweepline algorithm inspired by computational
geometry. Here we further elaborate on this approach and provide details on our model of isotopic peak
intensities and how we use the redundant information in adjacent scans to estimate monoisotopic mass
and peptide charge state. In addition, we conduct a detailed comparison of our approach with two other
popular programs, MZmine (Katajamaa and Ore ic, 2005) and MslInspect (Bellew et al., 2006).

Note that we do not commit ourselves to a speci c¢ labeling technique or instrument type apart from
assuming a standard LC-MS setup. In this paper, we focus on the precise detection and quanti cation
of the mass spectral intensities of peptide ions. But our approach is more exible and can be applied to
various scenarios.

2. ALGORITHM

Our algorithm can be divided into the following four stages: pre-processing, seeding (detection of
candidate signals), clustering of adjacent signals, and Itering. During the seeding stage, we search for
groups of candidate peaks resembling an isotopic distribution. Then, we join isotopic peak patterns in
neighboring scans using an approach inspired by sweep line algorithms from computational geometry, and

nally, we lIter the obtained peak groups by matching them against an isotopic peak model.
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2.1. Averagines

We brie y introduce our model of peptide isotope distributions which is based on previously published
models (Senko et al., 1995; Horn et al., 2000). It is a well-established fact that the naturally occurring atoms
exist in different isotopic states. For instance, about 98:90% of all carbon atoms exist in the monoisotopic
state (C12) and about 1:10% in the heavier state (Ci3). Determining the mass of a particular peptide
corresponds to throwing dice for all its atoms to determine their isotopic state. Therefore, the distribution
of nominal masses for a given peptide is a convolution of binomial distributions.

Of course, the atomic composition for a peptide in a mass spectrum is normally not known in advance.
Fortunately, we can estimate the elemental composition of an average amino acid or averagine in a peptide
and from that, estimate the composition of an average peptide for a given mass.

The mass differences between isotopic variants are slightly different for each element. In the averagine
model, this fact is ignored, and the mass differences are approximated by multiples of ,,  1:0022 Da
(Horn et al., 2000).

In practice, the averagine model yields a very good approximation of the real signal of a peptide observed
in a mass spectrum. We use this approximation in two places for our algorithm. First, the mother wavelet in
the Itering stage models the isotopic pattern for a peptide by an approximation of the binomial distribution.
Second, we use a two-dimensional peptide template in the last step to identify signals that were incorrectly
identi ed as peptides.

2.2. Preprocessing

Our algorithm has been implemented as a part of a larger collection of computational tools for the
analysis of mass spectra (Kohlbacher et al., 2007). These tools (such as algorithms for baseline subtraction
or noise removal), can easily be combined with our approach. However, our algorithm does not depend on
any previous Itering or noise reduction of the spectra.

We perform a simple pre-processing of the LC-MS map to improve the quality of the seeding phase:
for each data point in each spectrum, we check whether it occurs again in the following scans. If this
is the case, we add a bonus to its intensity to re ect our higher con dence that this point represents a
meaningful signal. This bonus is the sum of the intensities of the signals at the same mass (within a small
tolerance) in the next ve scans. Note that we do not use this increased intensity during quanti cation
but only during the wavelet-based Itering of the spectra. This pre-processing step helps to raise isotopic
patterns of low intensity above the noise level and implicitly assigns a penalty to noise signals which do
not occur in several scans at similar positions.

2.3. Candidate detection using wavelets

Detecting isotopic patterns in a typical mass spectrum is complicated by the large degree of disturbing
in uences such as a signal baseline as well as electrical and chemical noise. Many efforts have been
made to develop techniques for the automated or manually assisted reduction of these parasitics, but all
of those ultimately lead to a certain distortion of the information content. An alternative route to identify
features of interest without explicit removal of disturbing in uences relies on signal theoretic analysis of
the mass spectrometric scan, typically based on wavelets. The wavelet transform naturally generalizes the
well-known Fourier transform in that a signal is locally split into components of different frequencies.
This spectral decomposition can be very useful for feature detection algorithms, since, in reality, baseline,
electrical noise, and the real signal usually live on different frequency ranges. By computing a wavelet
transformed version of the signal that corresponds to the correct frequency range, disturbing components
are automatically suppressed. This greatly simpli es the analysis.

Wavelet techniques involve an additional degree of freedom in the choice of the analytical form of the
so-called mother wavelet that the transform is based on (Figs. 2 4). Therefore, we designed tailored

isotope wavelets, which are based on the mass distributions in typical isotopic patterns as described

above. Intuitively, we replace the mass signal by a measure of how well it locally correlates with the
shape of the wavelet. The main function of the mother wavelet is a combination of a sinusoidal and a
continuous Poisson distribution. The actual wavelet design process is technically cumbersome and will
be described elsewhere. We show three exemplary isotope wavelets in Figure 2.
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FIG. 2. The isotope mother wavelet for m=z D 500 z D 1.

Since the shape of the isotopic patterns depends on the mass as well as on the charge of the considered
peptide, several wavelet functions must be used. While the wavelet can adapt automatically to the considered
mass during the computation of the transform, each charge state requires its own mother wavelet.
Therefore, if we assume peptides to be at most four-fold charged, for example, we have to compute four
transformed versions of each scan.

With the isotope wavelet, regions of interest can now be detected by rst searching for local maxima in
the transform. A real isotopic pattern will lead to a chirp-like signal in the wavelet transform, since each
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FIG. 3. The isotope mother wavelet for m=z D 500 z D 2.
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FIG. 4. The isotope mother wavelet for m=z D 2000 z D 1.

of its mass peaks will lead to a resonance with the wavelet, and we make extensive use of this special
shape to improve the speci city of our approach. In the case depicted in Figure 5, the peak cluster at
590 Thompson represents a peptide of charge 3, whereas the signal at 584 is a non-peptidic compound.
The region between 598 and 600 contains several noise peaks.

Due to the design of the wavelet, we only need to compute one scale of the wavelet transform (i.e.,
compute the correlation integral of the isotope wavelet with the mass signal). While at rst glance this
seems to require O.n?/ operations, the real runtime is actually much smaller: the wavelet has nite and
typically small support that is independent of the length of the mass signal, so that the transform can be
performed in linear time.

2.4. Scoring of signals

Sequences of isotopic peaks in the mass spectrum result in intervals with strong oscillations in the
wavelet-transformed signal as we see in Figure 5. We compute a score for all disjoint subintervals in the
transformed spectrum based on an F -statistic:

F.n 1n 1/ % (1)

This corresponds to a two-sample F-test for the equality of variance of two samples. Here ( is the
variance of the subinterval in the transformed signal and  is the variance in an equally sized interval
representing the baseline variance in the wavelet transform. n is the size of the subinterval.

There are many ways conceivable in which a baseline variance of the wavelet-transformed mass spectrum
can be computed. One could use the variance from an empty spectrum, but such empty runs often require
extra manual work and are not always available. Alternatively, one could try to estimate the background
variance from the whole spectrum. Note however, that ¢ and & in (1) have to be statistically independent.
For reasons of simplicity, we decided to test against the variance of an interval at the end of the spectrum
since this part of the spectrum is unlikely to contain isotopic peaks or other signals of interest. For the
LC-MS maps in this work, we con rmed that there are indeed no isotopic peaks in the high mass region
of each spectrum. Of course it is also possible to perform the F-test against user-speci ed values for 0,
and n.
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FIG. 5. A mass spectrum and its wavelet transform for mother wavelets of charge one to three. The strong oscillating
part of the transformed signal is a peptide of charge 3; the remaining peaks are non-peptidic compounds or noise.

In practice, a typical spectrum can contain several thousands of signals causing a high variance in the
wavelet-transform. The testing of hypotheses at this level of multiplicity will necessarily lead to many false
positives. Therefore, we use a procedure developed by Benjamini and Hochberg (1995) to circumvent this
problem. This approach relies on a control of the False Discovery Rate (FDR), de ned as the number of
falsely rejected null hypotheses. The FDR provides a cutoff for oscillations in the wavelet transform. We
sort the unadjusted p-values p1; p2;:::; Pn and choose j such that j D maxfj I p; Jﬁ g. To control
the FDR at level , we discard all intervals with p-values p; > p;j .

A similar approach was used in Tan et al. (2006) to test for regions of signi cance in low-resolution
SELDI spectra. They performed an analysis of variance (ANOVA) directly on the mass spectrum and test
for signi cant differences against spectra obtained from blank runs. We also considered the use of a blank
spectrum but testing against the end of each spectrum yielded comparable results (data not shown).

2.4.1. Combining adjacent patterns. We use an approach inspired by the sweepline algorithm from
computational geometry to join isotopic patterns in adjacent scans that are likely to be caused by the same
peptide ion. The sweep line algorithm is a general paradigm which is used by many algorithms. The idea
can be illustrated by an imaginary line sliding over the input data. Speci c events are triggered as the line
passes over interesting points of the scene, such as the beginning or the end of an object. The algorithm
keeps track of the objects it encounters using a dynamic data structure.

In our case the interesting objects are adjacent and possibly overlapping isotopic patterns. Hence, we
sweep across the LC-MS map scan by scan and use the isotope wavelet to detect the starting positions
of isotopic patterns in each spectrum. That is, we apply the wavelet transform to each scan in order of
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increasing retention time. Since the distance between consecutive isotopic peaks depends on the charge state
of the peptide ion, we actually have to use a collection of different isotopic wavelets, one for each charge
state. But this also supplies us with a guess for the charge state of each extracted region. A signi cant
signal in the wavelet transform triggers an event. We check if the previous scan contains a similar pattern
at a similar mass up to a small tolerance. The predicted monoisotopic masses of each pattern in each scan
are kept in a tree-like data structure.

Since we allow for overlapping signals, we memorize a rst guess of the monoisotopic m=z and the
charge state z for each pattern. The algorithm joins patterns located in adjacent scans and computes a
bounding box around the region which is occupied by them in the LC-MS map. The bounding box is
closed when no more events arise extending it. For each box we determine the monoisotopic mass and
charge by voting across all scans in which we detected the pattern. At this time, we use a simple majority
vote to resolve any con icts, but we are currently considering more complex schemes to determine mass
and charge.

In this way we obtain a rst estimate for monoisotopic mass-to-charge and charge state, as well as a
bounding box, for all peptide signals in the LC-MS map. However, this set is still likely to contain false
positives. Therefore we match the extracted signals against a pre-computed template in a subsequent data
processing step and by doing so, lter out incorrectly extracted signals.

2.4.2. Filtering using a peptide template. For each potential peptide signal identi ed in the two previous
steps of the algorithm, we t a two-dimensional template to its region. In contrast to the isotopic wavelet,
this template or model also takes the typical elution time of a peptide into account. The relative intensities
and distances of its peaks along the m=z axis are given by an averagine isotopic distribution for the given
mass region. Moreover, we model the imprecision of the mass analyzer by a Gaussian distribution with
variance 2. In this way we can account for different MS instruments and different mass accuracies. Hence,
our model for the isotopic distribution of a peptide is

A > ) m mo i a/?=2 2.
.m/ D pﬁ aj.mop/e ;

iD0

where mg D monoisotopic mass, aj.mg/ D relative abundance of ith isotopic peak of a peptide with
monoisotopic mass Mg, imax D last isotopic peak considered, A D area under curve, and 4 is the distance
between consecutive isotopic peaks. The relative abundances a; are calculated using a simple algorithm
described in Kubinyi (1991). This approach computes the isotopic distribution of a molecule by squaring
of intermediate distributions. Figure 6 shows the m/z part of our template for different settings of 2, and
Figure 7 the whole two-dimensional model.

In many cases, a simple standard Gaussian function can be used to describe the elution pro le of a
peptide. Nevertheless, our template also accounts for asymmetric peak shapes (due to fronting or tailing
effects) and can incorporate more versatile pro les such as the exponentially modi ed Gaussian (Di Marco
and Bombi, 2001).

Using this type of model, the candidate regions from the seeding phase are evaluated as follows. In
a rst step, we compute our averagine model only for the mass and charge as predicted by the isotopic
wavelet. We align the two-dimensional template with the signal points in the bounding box extracted by the
sweep line algorithm using least-squares tting and take the correlation between the intensities predicted
by our template and the intensities in the data as the measure of the goodness of t. If the correlation is
below our threshold, we re-compute the averagine model for a range of charge states and if this results in a
suf ciently good t, we keep the extracted region. The monoisotopic mass is estimated from the theoretical
isotope distribution, and the coordinate in retention time is taken as the centroid of the (modi ed) Gaussian
distribution.

The threshold for goodness of t was estimated by inspecting LC-ESI-MS data from a BSA digest
containing up to three charge variants per BSA peptide. We tried different values for the minimum
correlation required to report a match between template and signal until all BSA peptides were detected by
our algorithm. This was the case for a threshold of 0:5, and we kept this threshold for all data of similar
resolution and quality.
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FIG. 6. The averagine model of our algorithm, with peak widths (standard deviations for the Gaussian distribution)
ranging from 0.01 to 0.5.

2.4.3. Separation of overlapping isotopic patterns. In complex samples such as serum or whole cell
digests, co-eluting peptides might cause overlapping isotopic patterns. To achieve a correct quanti cation,
these overlapping signals need to be separated and, for each data point in this area, we need to decide to
which peptide ion it belongs.

In this work, we propose a greedy iterative approach to solve this problem. If we detect overlapping
isotopic patterns in the wavelet transform, we join them independently during the sweepline stage and
allow for overlapping bounding boxes. Subsequently, we t several templates to this region, starting with
the template corresponding to this highest scoring mass and charge combination.

We ag points having a good correlation with the template as used and continue with the next template
until no more hits in this region of the LC-MS map remain. In this respect, our approach is similar to the
one presented by Horn et al. (2000). More sophisticated methods are imaginable and easy to integrate into
our framework. However, we found that the greedy approach works well in practice.

monoisotopic m/z centroid RT

FIG. 7. The full two-dimensional peptide template, including a Gaussian model for the elution pro le. We use this
model to Iter out false-positive signals.
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2.5. Implementation

The presented algorithm for peptide quanti cation is implemented in OpenMS, a software framework
for computational shotgun proteomics written in CCC. The algorithms run as a stand-alone component
of The OpenMS Proteomics Pipeline (TOPP) (Kohlbacher et al., 2007), which is a spin-off project of
OpenMS. The components of TOPP are Unix command line tools which can easily be combined into
versatile work ows for computational LC-MS data analysis. The standard le formats for mass spectrometry
(including mzData 1.05) are supported. OpenMS is available at www.OpenMS.de.

3. EXPERIMENTS

We evaluate our algorithm in three scenarios: (1) the absolute quanti cation of myoglobin from human
serum samples, (2) the relative quanti cation of tryptic peptides and (3) the global peptide pro ling in
LC-MS data from the Halobacterium salinarum. We compare our approach to two other software tools,
namely MZmine (Katajamaa and Ore ic, 2005; Katajamaa et al., 2006) and MslInspect (Bellew et al., 2006).
We shall refer to our algorithm as SweepWavelet.

We brie y sketch the algorithms used by MZmine and Mslnspect. MZmine applies a two-step feature
detection algorithm. First, spectral peaks are found in individual scans. Then neighboring scans are
considered and spectral peaks are connected. Low-intensity peaks are Itered out by requiring a minimum
height, width, and signal to noise ratio, relative to surrounding data points in both dimensions. The
abundance of a peptide feature can be estimated by either the height or area of its peaks. Finally, MZmine

Iters the extracted peaks for isotopic patterns using an averagine model. The developers give not much
details about the peptide model used, but it does not take the elution behavior into account and does not
consider features with charge states larger than 3.

Mslnspect applies the Marr wavelet transform to detect single local maxima in each scan. The algorithm
then groups peaks with similar masses which are sustained over several scans. These steps are done
for each isotopic peak individually. Subsequently, the software assembles the isotopic peak clusters into
peptide features by matching a theoretical isotopic distribution (actually, a Poisson distribution with intensity
1=1800). Finally, MsInspect estimates the peptide ion abundance by the intensity of the most intense peak
in the cluster.

3.1. Absolute quanti cation of myoglobin from human serum

Sample preparation and details of the absolute quanti cation process have already been described in
Mayr et al. (2006). In short, myoglobin-depleted human serum and a stock solution of human myoglobin
was provided by IRMM (Institute for Reference Materials and Measurements, European Commission, Geel,
Belgium). We removed highly abundant serum proteins from the sample by anion-exchange chromatog-
raphy. Subsequently, we added known amounts of human myoglobin to aliquots of the sample. A xed
amount of horse myoglobin was also added as an internal standard. After tryptic digestion, the LC-MS maps
were recorded using a reversed-phase HPLC column coupled to a quadrupole ion trap mass spectrometer
(model Esquire HCT, Bruker Daltonics, Germany). For the absolute quanti cation, we determined the
x-intercept of a linear regression of the ratio of the eleventh tryptic peptide of human myoglobin and the
(homologous) tenth tryptic peptide of horse myoglobin. Figure 8 gives an example of the linear regression
for the rst data set of this experiment. We conducted this experiment three times, resulting in three groups
of LC-MS maps consisting of 32 maps each.

The LC-MS measurements obtained in this experiment are of intermediate mass resolution. For some
signals, well-resolved isotopic patterns are discernible, but in the majority of the cases the signals are
poorly resolved and have a more or less unimodular, skewed shape, similar to the one shown on the left
side in Figure 1.

For this study, we computed quanti cation results with our own algorithm SweepWavelet as well as
MZmine and MslInspect. For comparison we also include the results of two other methods which have
been applied to the same data sets before. CompLife05 is a high-accuracy algorithm (Gr pl et al., 2005)
that was developed speci cally with this quanti cation task in mind. It performs a global segmentation
of the LC-MS map only based on the peak intensity. All data points with an intensity above a certain
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FIG. 8. Linear regression performed during the absolute quanti cation of myoglobin using the rst sample.

threshold are selected and an averagine model is tted to the surrounding region using least-squares tting.
Regions having a suf ciently good correlation with the averagine model are considered as true peptides
and quanti cation is performed by summing the ion counts of all raw data points in the chosen region.
Manual indicates the results obtained by a human expert. The manual quanti cation was performed using
Bruker’s esquireData software and Microsoft Excel 2000. Peak areas were estimated from extracted ion
chromatograms smoothed by a Gaussian Iter. The quanti cation results for the algorithm CompLife05
and the manual evaluation are taken from Gr pl et al. (2005) and Mayr et al. (2006), respectively.

Table 1 summarizes the results of all four algorithms and the manual analysis. Whereas the estimates
of the true absolute concentration of the spiked-in myoglobin made by all four algorithms is always close
to the true value and the value obtained by the manual signal integration, we see that SweepWavelet,

TABLE 1. RESULTS FROM THE MYOGLOBIN QUANTIFICATION STUDY FOR THE FOUR COMPUTATIONAL
APPROACHES AND THE MANUAL QUANTIFICATION

SweepWavelet CompLife05 Manual MZmine Mslnspect

Myoglobin data set 1 (041117) True concentration [ng/ L] 0:463

Computed concentration [ng/ L] 0.460 0.474 0.382 0.448 0.386

95% con dence interval [ng/ L] [0.351;0.581] [0.408;0.545] [0.315;0.454] [0.369;0.547] [0.290;0.491]

Relative deviation from true value [%] 0.65 C2.37 17.42 0.32 16.63

Pearson correlation [%] 0.976 0.992 0.991 0.960 0.957
Myoglobin data set 2 (041108) True concentration [ng/ L] 0:456

Computed concentration [ng/ L] 0.432 0.502 0.420 0.448 0.170

95% con dence interval [ng/ L] [0.309;0.572] [0.381;0.640] [0.305;0.535] [0.377;0.525] [1.469;4.988]

Relative deviation from true value [%)] 5.55 C10.10 7.89 1:75 62.71

Pearson correlation [%] 0.970 0.967 0.970 0.953 0.235
Myoglobin data set 3 (041109) True concentration [ng/ L] 0:463

Computed concentration [ng/ L] 0.536 0.502 0.511 0.107 0.320

95% con dence interval [ng/ L] [0.3569;0.746]  [0.381;0.640]  [0.330;0.692]  [1.073;89.805]  [0.281;1.508]

Relative deviation from true value [%] C15.76 C51.87 C10:4 89.3 30.8

Pearson correlation [%] 0.899 0.942 0.953 0.102 0.385

The relative deviation from the true value is given by 100.Xmeasured ~ Xtrue/=Xtrue-
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CompLife05, and the manual quanti cation yield a lower standard deviation and better correlation than
MZmine and Mslinspect. Considering the fact that the CompLife05 was tailored to this and only this
quanti cation task, the fact that SweepWavelet performs as good as CompLife05 is astonishing. We have
to be aware that marginal differences like the ones above might be caused by favorable parameter settings.
Since CompLife05 essentially enumerates all signals in the LC-MS map with an ion count higher than a
given threshold, the comparison shows that the pre- Itering using the isotope wavelet does not lead to a
loss in accuracy.

MZmine detects a lot of potential peptide signals in the serum sample and performs a good quanti cation.
Only on the third data set, its performance deteriorates. This can be explained by the fact that the myoglobin
peptides in these data sets are just above the baseline and sometimes overlap with other, strong peptide
signals. MZmine seems to have problems in these situations. MsInspect performs a good quanti cation as
well, but a bit worse than the three other algorithms since it is as stated in its manual optimized for
mass spectra of high resolution.

The algorithms SweepWavelet, MsInspect, and MZmine perform the quanti cation at a comparable speed
of about 5 10 minutes on a 3.2-GHz Intel Xeon CPU with 3 GB. CompLife05 is by far the slowest
algorithm. The reason is that this approach simply extracts all possible signals above a certain ion count
threshold and Iters them by tting an averagine model, which leads to many unnecessary tting attempts
and consequently a high running time. The other algorithms make more stringent assumptions about the
shape and intensity of potentially interesting signals; for example, MZmine assumes a minimum width and
signal to noise ratio, whereas MsInspect Iters the spectra using the Marr wavelet transform. Our approach,
SweepWavelet, makes the most stringent assumptions and considers only groups of peaks exhibiting a
typical isotopic intensity distribution.

The myoglobin experiment represents a test case for feature detection algorithms. Even if the samples
were Itered for highly-abundant serum proteins, they were still of surprising complexity and several
hundreds of peptide ions can be discerned by eye. Nevertheless, this data set does not represent an ideal
benchmark for a quanti cation algorithm. From a computational point of view, the task is simply to detect
and quantify two signals (the two myoglobin peptides on which quanti cation was performed) as accurately
and as quickly as possible. But we cannot say anything about the remaining features extracted by each
algorithm. That is why we proceed with a more detailed evaluation in the next two sections.

3.2. Relative quanti cation of standard peptide mixes

The aim of this experiment was to evaluate the performance of our algorithm in a more complex task:
the quanti cation of peptides from a mixture of known composition. To generate a data set eight proteins,
purchased from Sigma (St. Louis, MO) or Fluka (Buchs, Switzerland), were tryptically digested (Promega,
Madison, WI) using published protocols (Schley et al., 2006). The mixture contained the following proteins
in concentrations of 0.5 2.5 pmol/ L: -casein (bovine milk), conalbumin (chicken egg white), myelin
basic protein (bovine), hemoglobin (human), leptin (human), creatine phosphokinase (rabbit muscle),

1-acid-glycoprotein (human plasma), and albumin (bovine serum). The resulting peptide mixture was
then separated using capillary IP-RP-HPLC and subsequently analyzed by electrospray ionization mass
spectrometry (ESI-MS) as described in detail in Schley et al. (2006) and Toll et al. (2005). The separation
was carried out in a capillary/nano HPLC system (Model Ultimate 3000, Dionex Benelux, The Netherlands)
using a 500.2 mm monolithic poly-(styrene/divinylbenzene) column (Dionex Benelux) and a gradient of
0 40% acetonitrile in 0.05% (v/v) aqueous tri uoroacetic acid for 60 min at 55 C. The digest was analyzed
in triplicate at a ow rate of 2 L/min. The injection volume was 1 L. On-line ESI-MS detection was
carried out with a time-of- ight mass spectrometer (model micrOTOF, Bruker Daltonics) in positive ion
mode. We obtained three replicate measurements with the same concentration of each protein spiked-in.

We compare the performance of our algorithm to Msinspect and MZmine. Each tool identi es several
thousands of potential peptide ions, but the exact numbers differ heavily. Whereas our algorithm detects
about 2000 ions, Msinspect and MZmine detect about 27,000 and 4000 signals, respectively. It is very
dif cult to judge these numbers without any further information. But a theoretical digest of the proteins
used for this experiments yields 830 peptides allowing a maximum of two cleavage sites. Since we used an
ESI mass spectrometer, we should expect to obtain more than one charge state variant per peptide, which
are individually identi ed, depending on size and composition. The map will also contain other signals






